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Preface

This volume contains the papers presented at AI*CH 20171, the 11th Workshop
on Artificial Intelligence for Cultural Heritage co-located with 16th International
Conference of the Italian Association for Artificial Intelligence (AI*IA 20172),
held in Bari, Italy, on November 14, 2017.

The research paths of Cultural Heritage (CH) and Artificial Intelligence (AI)
have increasingly found shared interests, leading to a fruitful fusion of these
two disciplines. In fact, it requires sophisticated representation methods to
formalise the intricate knowledge present in this domain, for exploring all levels
of patrimonial knowledge, whether it is a work of art, an architectural artefact or
a complex system like an area of the city. In this context, AI is the key discipline
as it is an important promoter for the development of innovative technologies,
tools and applications in most of the humanities area. In this moment, AI is
providing into this domain a lot of new innovative services for documenting,
managing, and visiting cultural heritage.

During the AI*CH workshop, academic and industrial results in the appli-
cation of AI methods and techniques in the domain of Cultural Heritage were
presented. In particular, the papers were related to the topics such as val-
orization, conservation, promotion and gamification. Each proposal has been
reviewed by members of the Program Committee of the Workshop, and on the
basis of their recommendations 5 documents have been selected for publication
and presentation at AI*CH 2017. We would like to thank all the members of
the Program Committee, and all authors of accepted papers for making AI*CH
2017 possible.

December 2017 Francesco Mele, Antonio Origlia and Antonio Sorgente

1http://smcm.isasi.cnr.it/AIxCH2017/
2http://aiia2017.di.uniba.it/
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An E�cient Visual Search Engine for Cultural
Broadcast Archives

Emanuele Caimotti1, Maurizio Montagnuolo ( )2, and Alberto Messina2

1 Politecnico di Torino, Torino, Italy
ema86c@hotmail.it

2 RAI Radiotelevisione Italiana, Torino, Italy
{maurizio.montagnuolo, alberto.messina}@rai.it

Abstract. In todays digital age, the ability to access, analyze and (re)
use large amounts of data is a strategic asset of fundamental importance
for the broadcast and media industry. The challenge lies in the ability to
search, organize and access multimedia assets in a fast and semantically
relevant way. Visual search is the new frontier to achieve these objectives,
by allowing users to match image and video contents depicting the same
objects, such as buildings, paintings and logos, based on visual similari-
ties and without the need of querying for manually generated metadata.
This paper presents the implementation of a Content Retrieval Architec-
ture (CRA) for visual content analysis and search. Experimental results
to demonstrate the feasibility of the proposed architecture on cultural
TV programme archives are discussed as well.

Keywords: Content-based video retrieval, visual search, broadcast archives

1 Introduction and Related Work

In todays digital age, television content life cycle has a very long span: after
being produced and broadcasted, a copy of the content, possibly enriched with
metadata, is stored in the archive to be reused when needed or to be published
online. Multimedia asset management (MAM) systems provide tools to store and
retrieve media files. Pioneer systems used by the industry employed text-based
queries to search over textual information and metadata, typically associated
to each stored file using either semi-automatic or handmade annotations. While
this procedure is still in practise these days, due to its overall reliability and
robustness, it presents some critical weaknesses. In fact, metadata extraction
is an expensive and time consuming process, which requires human supervision
and needs to be done both for audiovisual content that is already produced
digitally, as well as for vintage footage that is converted from analog to digital
formats. New technologies are needed to increase documentation e�ciency, as
well as access and (re)use of video archives.

Content-based retrieval (CBR) relies on the idea of indexing and matching
image and video contents based on visual characteristics, in addition to manually
generated metadata. Many methods have been developed to achieve this goal.



Despite the considerable e↵ort, almost all the available CBR systems still su↵er
from the semantic gap issue, being based on low-level features, e.g. color, shape
and motion, rather than on high level concepts. To overtake this issue, e�cient al-
gorithms for object recognition, such as those for key-point feature detectors and
descriptors, have been proposed. For this purpose, the Scale-Invariant Feature
Transform (SIFT) algorithm is considered a pioneer work [9]. The Moving Pic-
ture Experts Group (MPEG) started in 2010 a standardization initiative called
Compact Descriptors for Visual Search (CDVS, now ISO/IEC 15938-14) that
provides a robust and interoperable technology to create e�cient visual search
applications in image databases. The core building blocks of CDVS consist in
global and local descriptor extractors and compressors based on selected SIFT
features [2]. Duan et al [7] provide an overview of the technical features of the
related MPEG CDVS standard. MPEG defines also a reference software (Test
Model) that implements common visual search operations (pairwise matching
and content retrieval) using CDVS technology [3]. In pairwise matching mode
two images are compared using both local and global SIFT descriptors and a
similarity score is provided. Whereas in content retrieval mode firstly a CDVS
database is filled with descriptors of reference images, then a query image is
compared with the entire database and an image list is provided. In the end the
returned list is sorted by a score based on global descriptors. Recently the inter-
est is moving forward to the video domain. Intuitively, video analysis is a more
challenging problem than still images due to temporal and spatial redundancy
in video, which increases the amount of data that need to be processed. The
LIvRE project [11] represents an interesting attempt at exploring the expansion
of Lucene Image Retrieval Engine (LIRE), an open-source Content-Based Image
Retrieval system, for video retrieval on large scale video datasets. Furthermore,
in order to meet industrial needs, the MPEG CDVA (Compact Descriptors for
Video Analysis) Evaluation Framework aims to enable e�cient and interopera-
ble design of compact video description technologies for search and retrieval in
video sequences [1].

Being a public broadcaster, RAI has the promotion of Italy’s historical, artis-
tic and cultural heritage among its mission objectives. For this purpose, several
hours of programmes are produced and broadcasted daily, as well as archived
for preservation and future access. In order to maximize the reuse of those as-
sets, the ability to e�ciently search, organize and access content in a fast and
semantic-driven way is an asset of fundamental importance. A novel approach
for image retrieval and automatic annotation of cultural heritage images is pro-
posed in [8]. An automatic video analysis and retrieval system for searching in
historical collections of broadcasts of the former German Democratic Republic
(GDR) is presented in [10]. A comprehensive overview of key issues and research
e↵orts in multimedia analysis for cultural heritage is discussed in [6].

In this paper, an automatic Content Retrieval Architecture (CRA) for video
analysis and search is presented. The architecture is designed to meet require-
ments given by handling large volume of video contents. The paper is organized
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Fig. 1: Content Retrieval Architecture (CRA) overview.

as follows. Section 2 describes the proposed architecture. Section 3 presents pre-
liminary experimental results, and finally, Section 4 concludes the paper.

2 System Architecture

The proposed architecture extracts local and global features from video and per-
forms retrieval operations based on content similarities. It has been designed to
strongly reduce video redundancy and concentrate processing resources on in-
formative contents. Its functionalities extend the MPEG CDVS technology to
video content keeping the standard interoperability. The architecture is made of
three main modules, as illustrated in Fig. 1: (i) The Summarizer segments the
video in shots and extracts the most representative key-frames; (ii) The Selector
extracts CDVS descriptors from key-frames, gathers similar shots in clusters and
performs key-frame ranking and cluster ranking by relevance; (iii) The database
(DB) stores information and metadata about video structure, ranking lists and
visual descriptors. The architecture can work in two modalities, namely extrac-
tion and retrieval. In extraction mode, a reference (input) video is segmented into
shots and representative key-frames are selected from each shot. CDVS descrip-
tors are computed from each key-frame and stored in the database for retrieval
operations. In retrieval mode a query video is processed in the same way as a
reference video. CDVS descriptors are then extracted and matched against those
stored in the database. Matching videos are returned as lists of key-frames, shots
and videos sorted according to the matching score.

2.1 Summarizer Building Blocks

Fig. 2a shows the Summarizer building blocks. This is the first extraction stage
of the CRA architecture. It takes an input video, performs video pre-processing,
shot detection, key-frame extraction and provides in output a selection of key-
frames grouped by shot. The main goal of the Summarizer is to reduce as much
as possible the video redundancy creating a structure based on images (i.e. key-
frames) that represents the original video. Shot detection and key-frame extrac-
tion make use of video motion information. The input video is re-encoded using
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very long GOP (Group Of Pictures) settings and motion vectors are extracted.
Then unreliable motion vectors on the edges and within smooth regions are dis-
carded and the remaining vectors are accumulated. Shot transitions are detected
when abrupt changes in the motion vectors field happen and the percentage of
intra coded motion vectors exceeds a defined threshold ⌧intra. Each frame is clas-
sified as “zooming” for zoom and “dolly” or “panning” for pan, tilt, pedestal and
truck accordingly to the global camera movement. Furthermore a two pass filter,
based on a temporal window of size Tw = 5, evens spurious zooming or panning
frames. Next a frame is selected as key-frame when the following conditions are
met: (i) It is the first of a shot; (ii) It is the last frame of a zoom; (iii) The
distance crossed during a panning exceeds the size of the frame height.

2.2 Selector Building Blocks

Fig. 2b shows the Selector building blocks. This is the second stage in the CRA
pipeline and it is responsible for content selection and indexing, starting from
a list of video to be processed. Indexing is based on saliency that is the repre-
sentation of the temporal contents presence. The selector allows for flexibility
and scalability of the system since it creates an index structure that allows to
retrieve contents at granular level, from single key-frames to whole videos. Pro-
cessing starts with the extraction of the CDVS descriptors from each key-frame.
Then duplicate and near duplicate shots are clustered to reduce redundancy.
Two video shots sa and sb are merged if at least one key-frame in sa and one
key-frame in sb matches with a CDVS score grater than a defined threshold ✓.
After that, each generated cluster ck is assigned to a score Wk =

PN
i=1 wi, where

N is the number of key-frames of cluster ck, and wi = |kfi�kfi�1|+|kfi�kfi+1|
counts how many frames are represented by key-frame kfi. The output of the
cluster ranking module is a sorted list of video clusters C = (c1, . . . , cK) or-
dered by weight wk, and counting the representativeness of cluster ck w.r.t. the
analyzed video (see Fig. 3a). All the key-frames within each video cluster are
compared to each other in order to select the most representative key-frame
for each cluster (see Fig. 3b). In the end the Selector creates a tree structure
in the database that is a top-down representation of the video content. From
the highest to the lowest aggregation level, the database includes information
about shot clusters, video shots and key-frames within a video. Besides this tree
structure, the cluster and key-frame ranking lists together with key-frame CDVS
descriptors are store in the database as well.

3 Experimental Evaluation

In this section, the datasets for our experiments are first introduced and sub-
sequently more details about our experimental settings are provided. Three
datasets have been selected among those provided as part of the CDVA eval-
uation framework [1]. The Telecom Italia dataset (TI-CTurin180) includes 30
minutes of short videos recorded with mobile phone cameras and showing Turin
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(a) Summarizer processing blocks. (b) Selector processing blocks.

Fig. 2: Detail of the CRA architecture.

(a) Shot clustering and cluster weight
ranking creation.

(b) Key-frame graph and key-frame
ranking list.

Fig. 3: Video hierarchical segmentation process.

buildings.3 The David Daniels (DD) dataset is focused on London historical
buildings recorded in non-professional way. The “RAI Monuments of Italy”
dataset (RAI-IT-MON) includes about 2,000 clips depicting about 200 mon-
uments from all over Italy, mainly acquired from RAI regional newscasts.4 Fur-
thermore, a new dataset, “RAI Viaggio nella Bellezza” (RAI-BELLEZZE), made
of over 20 hours of video material showing monuments, paintings, sculptures and
historic locations belonging to the artistic heritage of Italy, was acquired from
RAI’s cultural TV programmes. A visual example of keyframes extracted from
the experimental datasets is shown in Fig. 4. Three types of experiments have
been executed aimed to evaluate (i) shot boundaries detection e↵ectiveness, (ii)
content compression e�ciency and (iii) content retrieval performance.

Shot boundary detection (SBD) has been tested using part of the RAI-IT-
MON dataset manually annotated with ground truth. Despite this is not the
focus of the system, we performed this test to verify that content retrieval per-
formance were not a↵ected by possible wrong shot segmentations. Consider-
ing as true positives the shot boundaries correctly detected, false positives the

3 https://pacific.tilab.com/www/datasets/ (last accessed July 2017)
4 The “RAI Monuments of Italy” dataset can be made available on request
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Fig. 4: Example of keyframes from the experimental datasets. From top to
bottom, left to right: Royal Palace (TI-CTurin180); Santa Giulia church (TI-
CTurin180); St. Paul (DD); London Bridge (DD); Florence, Palazzo Vecchio
(RAI-IT-MON); Milan Cathedral (RAI-IT-MON); Agrigento, Valley of the Tem-
ples (RAI-BELLEZZE); Mantua, Palazzo Te (RAI-BELLEZZE).

Table 1: Content compression performance.
Compression Matching score (avg) Quality (avg)

Sub-sampler 1:30 7.7 0.23
CRA Summarizer 1:48 6.5 0.63

shot boundaries wrongly detected and false negatives the missing ground truth
boundaries, the shot boundaries detector achieved average Precision, Recall and
F-measure of 0.86, 0.89 and 0.88, respectively. This is comparable with state of
the art, where F-measure ranging from 0.84 and 0.9 is reported [4, 5].

In the second experiment, the content compression provided by the Sum-
marizer with the key-frame selection has been tested using single-shot video, as
reported in Table 1. The number of extracted key-frames is compared with the
results of a uniform subsampling algorithm (4 frames per shot). Then CDVS
Test Model pairwise matching is used to compare a query image with the ex-
tracted key-frames and obtain an average score sc. The quality of the extracted
key-frames is evaluated as q = sc

#k
, where #k is the average number of extracted

key-frames. The e�ciency (i.e. compression ratio) of our key-frame selection
algorithm is comparable with uniform subsampling. However, the selected key-
frames are more representative (i.e. higher quality in Table 1) of the video shots.
Furthermore, the loss of CDVS matching accuracy is not significant since em-
pirical studies demonstrated that CDVS matching scores higher than 3 result in
near-100% matching precision.

The last experiment is aimed at evaluating the performance of the CRA archi-
tecture when used for search and retrieval. Two tests were conducted for video-
to-video search and image-to-video search, respectively. Video-to-video search
was performed according to the following steps: (i) The datasets have been ran-
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Table 2: Video-to-Video retrieval performance. TP = True Positive; FP = False
Positive; FN = False Negative; P = Precision; R = Recall

Dataset Query (Reference) videos TP FP FN P̄ R̄ F̄measure

TI-CTurin180 180 (1800) 1790 0 10 1 0.994 0.997
RAI-IT-MON 463 (1700) 963 200 1991 0.828 0.326 0.468
DD 16 (117) 33 1 58 0.97 0.363 0.526

domly split in two parts, the former used as query dataset and the latter as
reference dataset; (ii) All the videos have been processed in order to detect key-
frames, shots and clusters as previously described; (iii) Reference videos have
been stored in the database according to the Extraction mode of the architec-
ture; (iv) Query videos have been matched to the reference database according to
the Retrieval mode of the architecture. Results have been collected and analyzed
in terms of Precision, Recall and F-measure. Precision and recall are measured
considering retrieved videos as true positives when related to the query video
and false positives when unrelated to the query. Furthermore expected videos
that are not retrieved, are considered as a false negative. Results are reported
in Table 2. The TI-CTurin180 dataset got optimal performance in terms of both
precision and recall. The peak of false positives in the RAI-IT-MON dataset is
due to some elements appearing in most of the videos, such as logos, graphics
or studio settings. This behavior might be mitigated applying some pre filter-
ing heuristics to the input data (e.g. frame cropping). Recall significantly drops
down for both DD and RAI-IT-MON datasets. However, this issue mainly de-
pends on the datasets themselves rather than on the CRA architecture. In fact,
many buildings in these datasets are captured from di↵erent sides. The semantic
gap between non superimposable view of the same object can not be overcome
because of the lack of common elements. This behavior may be mitigated e.g.
including more views of the same object in the reference dataset. Furthemore,
precision is preserved by all the analyzed dataset. Image-to-video search was
performed similarly as for video-to-video search, using the RAI-BELLEZZE as
reference dataset and Web images as query items. Images concerning some of the
artistic subjects (i.e. monuments, paintings, statues, buildings and archeological
sites) depicted in the reference videos have been automatically collected from
Google Image search. Achieved precision is 1, meaning that no false positive
results were returned by the system. Finally, we examined processing time spent
at each pipeline stage using the TI-CTurin180 dataset and an Ubuntu 14.04 LTS
virtual machine configured with dual Intel Xeon E5-2690@2.9GHz 16 cores (32
threads, maximum number of running threads limited to 12) and 32GB RAM
DDR3L@1.6GHz (maximum memory usage limited to 8GB). The longest oper-
ation was performed by the Summarizer (⇠ 150). The extraction process took
⇠ 20. Even if both summarization and extraction are performed only one time for
each video and are normally server side jobs, a faster summarization algorithm
may be investigated in future developments. Retrieval took ⇠ 200.
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4 Conclusions

This paper presented an end to end video retrieval architecture based on global
and local feature descriptors. Due to its flexibility, this architecture may be
implemented in di↵erent demanding application, from cultural applications on
smartphones to professional catalogs management on servers. Experimental re-
sults demonstrated the feasibility of the system, in particular when the objec-
tive is to achieve high precision, while lower recall is acceptable. Processing
times demonstrated that the architecture implementation is compatible with an
asymmetric client-server implementation, where the core jobs (summarization
and extraction) are performed in the background on server side. Future work
will include the analysis of the impact of di↵erent video summarization tech-
niques.

Acknowledgments. This work was partly funded by the European Union’s
Horizon 2020 programme (grant No 731667, MULTIDRONE).
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Abstract. Automatic transcription of historical handwritten documents
is a challenging research problem, requiring in general expensive tran-
scriptions from expert paleographers. In Codice Ratio is designed to
be an end-to-end architecture requiring instead limited labeling e↵ort,
whose aim is the automatic transcription of a portion of the Vatican
Secret Archives (one of the largest historical libraries in the world). In
this paper, we describe in particular the design of our OCR component
for Latin characters. To this end, we first annotated a large corpus of
Latin characters with a custom crowdsourcing platform. Leveraging over
recent progresses in deep learning, we designed and trained a deep con-
volutional network achieving an overall accuracy of 96% over the entire
dataset, which is one of the highest results reported in the literature so
far. Our training data are publicly available.

Keywords: deep convolutional neural networks, handwritten text recognition,
optical character recognition, medieval documents

1 Introduction

Historical documents are an essential source of knowledge concerning past cul-
tures and societies [10]. Until recently, the main bottleneck was the availability
of large collections of historical documents in digital form. Today, many histori-
cal archives have begun instead a full digitalization of their assets, including the
Bibliothèque Nationale de France1 and the Vatican Apostolic Library.2 Due to
the cost (and time) required for manual transcription of these documents, and
the sheer size of the collections, the challenge has become the design of fully
automatic solutions for their transcription in computer-readable form. While
impressive results have been achieved for printed historical documents [15], suc-
cessfully transcribing handwritten documents remains a challenging task due to

1
http://gallica.bnf.fr/

2
http://www.digitavaticana.org/



a variety of reasons, including irregularities in writing, ligatures and abbrevia-
tions, errors in transcription, and so forth (see the discussion in Section 2).

In Codice Ratio is an interdisciplinary project involving Humanities and En-
gineering departments from Roma Tre University, as well as the Vatican Secret
Archives, aiming at the complete transcription of the Vatican Registers, a corpus
of more than 18000 pages contained as part of the Vatican Secret Archives, with
minimal labeling e↵ort. The Vatican Secret Archives is one of the largest histor-
ical libraries in the world, containing more than 85 linear kilometres of shelving.
Interestingly, ‘secret’ does not stand for confidential, but rather denotes them as
private property of the Pope. The corpus is comprised of o�cial correspondence
of the Roman Curia produced in the 13th century, including letters, opinions on
legal questions, addressed from and to kings and sovereigns, as well as to many
political and religious institutions throughout Europe. Never having been tran-
scribed in the past, these documents are of unprecedented historical relevance,
and could shed light to that crucial historical period. A preliminary description
of the system appeared in [1].
Our contribution. In this paper, we describe the design of a novel compo-
nent for optical character recognition (OCR) of the Latin characters extracted
from the text. Building a corpus for this task is extremely challenging due to
the complexity of segmenting the characters and reading ancient fonts [5]. For
this project, we implemented a custom crowdsourcing platform, employing more
than a hundred high-school students to manually label the dataset. After a data
augmentation process, the result was the creation of an inexpensive, high-quality
dataset of 23000 characters. Following recent progresses in deep learning [8], we
designed a deep convolutional neural network (CNN) for the classification step.
In the last years, deep CNNs have become the de facto standard for complex
OCR problems [2, 3]. Our trained deep CNN achieves an overall accuracy of 96%
on an independent test set, which is one of highest results obtained in the litera-
ture so far. The aim of this paper is to show the e↵ectiveness of the classification
step, and the evaluation of the pipeline in [1] is out of our current scope.
Structure of the paper. The rest of the paper is structured as follows. After
discussing related projects in Section 2, we detail the construction of our anno-
tated dataset in Section 3, and the design (and training) of the CNN in Section 4.
We experimentally evaluate the network in Section 5, before discussing future
works in Section 6.

2 Related Work

Due to the many challenges involved in a fully automatic transcription of histor-
ical handwritten documents, many researchers in the last years have focused on
solving easier sub-problems, most notably keywords spotting [11]. However, as
more and more libraries and archives worldwide digitize their collections, great
e↵ort is being put into the creation of full-fledged transcription systems [4].

One of the largest e↵ort to this end was the EU-funded tranScriptorium
project [12], which resulted, among others, in the transcription of a relatively
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(a) (b)

Fig. 1: (a) Sample text from the manuscript Liber septimus regestorum domini
Honorii pope III, in the Popes’ Registers of the Vatican Secret Archive. (b)
Proposed segmentation cut-points for the word ’culpam’. We use green for actual
character boundaries, and red otherwise.

large corpus of Dutch handwritten documents from the 15th century. Several
competitions have been organized on the datasets released from the tranScrip-
torium project [13]. State-of-the-art algorithms from these challenges generally
work by a segmentation-free approach, where it is not necessary to individually
segment each character.3 While this removes one of the hardest steps in the
process, it is necessary to have full-text transcriptions for the training corpus, in
turn requiring expensive labeling procedures with expert paleographers on the
period under consideration. To overcome this limitation and reduce the training
costs, In Codice Ratio focuses on a character-level classification, allowing us to
collect a large corpus of annotated data using a cheap crowdsourcing procedure.

3 Dataset Collection

The dataset is collected from high-resolution (300 dpi, 2136⇥ 2697 pixels) scans
of 30 pages coming from register 12 of Pope Honorii III. All pages are in the so-
called Caroline minuscule script, which spread in Western Europe during Charle-
magne’s reign and became a standard under the Holy Roman Empire. Compared
to similar fonts, writings in the Caroline minuscule are relatively regular and have
fewer ligatures. A sample text is shown in Fig. 1a.

All pages are pre-processed according to the workflow in [1], by first remov-
ing the background, splitting the text into lines, and then extracting tentative
character’ segmentations as shown in Fig. 1b. Each tentative character is then
fed to the OCR system, built on top of a deep CNN, described in the next sec-
tion. A further sub-system based on a Hidden Markov Model is then in charge
of selecting the most probable word transcription starting from all the possible
segmentations of the word. In this paper we focus on the design of the OCR
system, and we refer to [1] for a more accurate description of the first and third
steps.
Character classes. We take into account minuscule characters of the latin
alphabet, yielding initially 19 classes (a, b, c, d, e, f, g, h, i, l, m, n, o, p, q, r, s,
t, u) plus one special non-character class ⌦ . Since our dataset includes multiple

3 Segmenting and recognizing a character are two heavily interdependent processes:
this is known as Sayre’s paradox [14].
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(a) d1 (b) d2 (c) s1 (d) s2 (e) s3

Fig. 2: Di↵erent shapes of the characters “d” and “s”.

versions of characters “d” and “s”, we split class d into two classes (d1 and d2),
and class s into three (s1, s2 and s3). The di↵erent character shapes and the
corresponding labels are shown in Fig. 2. We have total 23 classes, including 22
character classes and the special non-character class ⌦ .
Crowdsourcing. To collect annotations on the segmentations of the manuscript
words, a custom crowdsourcing platform was developed. We enrolled 120 high-
school students in the city of Rome, that did the labeling as a part of a work-
related learning program. The task to perform was simple: having positive and
negative examples for a given character, each student was required to select any
matching images from a grid appearing on the platform. In Fig. 3, we show a
screenshot of a task.

Fig. 3: Sample screen of our platform.

Each task consists of 40 images,
arranged in a grid, each with its own
check-box. Every time the check-box
is marked, the image receives a vote.
Image labels correspond to the most
voted characters, among those with
at most 3 votes.4 If there is no such
character, the image is labelled with
a special non-character class, denot-
ing a wrong segmentation.

Characters with less than 1K ex-
amples were augmented to match the
required quantity and balance the

training set. The augmentation process involves slight random rotation, zooming,
shearing and shifting, both vertical and horizontal. Before training, all image val-
ues are normalized in the range [0,1]. The final dataset comprises 23K examples
evenly split between 23 classes, and is available online5.

4 Network Architecture

Our deep CNN takes as input 56⇥56 single-channel images, which are binarized
before training. The input is then propagated through 8 adaptable layers, whose
design is inspired to similar networks having achieved state-of-the-art results in

4 In our experiments, we did not observe any tie.
5
http://www.dia.uniroma3.it/db/icr/.
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modern OCR recently [8]. First, we apply a convolutional layer having 42 filters
with size 5 ⇥ 5 and stride 1. Secondly, the output of the convolutional layer is
fed to a rectified linear (ReLU) nonlinearity applied element-wise:

g(s) = max {0, s} . (1)

The output of the ReLU is down-sampled using a max-pooling operation with
stride 2⇥ 2 to reduce the number of adaptable parameters. The previous three
operations (convolution, nonlinearity, and max-pooling) are repeated another
two times, using 28 filters for the convolutional layer instead of 42. The output
of the last convolutional layer is then flattened and fed through a fully connected
layer with 100 neurons and ReLU nonlinearities, and a final output layer with
a softmax activation function to output a probability distribution over the 23
classes.

In order to prevent overfitting, we apply 50% dropout during training [8]
before each of the nonlinearities. We minimize a regularized cross-entropy loss
given by:

J (w) = �
NX

i=1

KX

k=1

�ŷi,k log (yi,k) + �kwk2 , (2)

where N is the number of examples in the training dataset, K = 23 is the num-
ber of classes, yi,k is the correct output of the kth class over the ith input, ŷi,k
is the predicted output of the network, w is the vector of adaptable parameters
of the network, and � > 0 is a regularization factor. The regularization factor
is selected as � = 0.001 by doing a grid-search over di↵erent values in an expo-
nential interval and computing the accuracy on a held-out validation set of 2500
examples from the original training set. This validation set is also used to se-
lect a stopping point for the optimization procedure. We minimize (2) using the
Adam algorithm [9] on randomly sampled mini-batches of 128 elements until the
validated accuracy stops improving (200 epochs), using default hyperparameters
as in [9]. The final network is then tested on a further independent test set of
another 2300 examples.

5 Experimental Results

Overall accuracy reached 96%, while average precision, recall and F1-measure
for each class are reported in Table 5 (support is always 100). The confusion
matrix is shown in Fig. 4. Some typical errors are the following.
• Characters “f” and “s1” are easily confused, due to their similar shapes.
Specifically, ⇡ 8% of “s1” are labelled as “f”, and 14% of “f” as “s1”.

• Images not containing any character are sometimes mis-classified as actual
characters, mainly as “m” Specifically, ⇡ 10% of “not-character” are labelled
as “m”, and ⇡ 15% of “not-character” are labelled as some other character.

For comparison purposes, we report that a simple logistic regression classifier on
the same dataset achieves average 80% precision and 79% recall.
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Fig. 4: Confusion matrix for the test set.

Prec. Rec. F1

a 0.98 0.99 0.99
b 0.98 0.97 0.97
c 0.95 1.00 0.98
d1 0.97 0.98 0.98
d2 0.92 0.98 0.95
e 0.99 0.98 0.98
f 0.89 0.85 0.87
g 0.97 0.99 0.98
h 0.96 0.97 0.97
i 0.98 0.96 0.97
l 0.96 0.99 0.98
m 0.91 0.99 0.95
n 0.99 1.00 1.00
o 0.98 0.91 0.94
p 0.98 0.97 0.97
q 1.00 0.99 0.99
r 0.94 0.96 0.95
s1 0.86 0.90 0.88
s2 0.99 0.94 0.96
s3 0.95 1.00 0.98
t 0.94 0.97 0.96
u 1.00 1.00 1.00
⌦ 0.95 0.74 0.83

avg 0.96 0.96 0.96

Fig. 5: Per-class results.

Convolution visualization. We show in Fig. 6a the
e↵ect of the filters learned by of our network at the
first level. Specifically, we show the result of convolu-
tion with first layer filters on a sample input image
after the activation function (blues are positive val-
ues). Visually inspecting activation output is indeed
useful for debugging purposes. In the figure, the e↵ect
of edge and lighting detection filters is clearly visible.

Gradient Ascent Given the filters learned by our
network, we now perform gradient ascent over the in-
put image (initially random) and maximize the output
of each filter, separately. This is a common step to vi-
sualize what the network has learnt to recognize [16].
Intuitively, we generate synthetic images that max-
imize the activation of the filters of each layer, in-
cluding the output layer. In deep CNNs, the first lay-
ers usually detect simple features, and the features
become more complex and abstract as the layers go
deeper. The result of this experiment for a sample of
our filters is shown in Fig. 6b. The figure suggests that
the first layer of our network is in charge of detecting
edges, while the second layer exhibits more complex,
geometrical patterns. Finally, the third and deepest
layer, seems to detect whole character strokes.

14



After activation function

(a)

1st layer 2nd layer 3rd layer

(b)

Fig. 6: (a) Input image “q” convoluted with kernels from the first convolutional
layer. (b) Some examples of gradient ascent generated images over the filters of
each convolutional layer.

6 Conclusions

In this paper, we have described the collection of a large corpus of annotated
Latin characters, and the design of a novel deep convolutional network for the
classification step. The described system is a key component in the In Codice
Ratio project, whose aim is to fully transcribe a large corpus of documents
contained in the Vatican Secret Archives [1]. Some preliminary results with the
entire system have shown that the framework is able to reach around 80% of
word-error rate on the pages under consideration. Thorough evaluation of the
entire system (including the segmentation step) is ongoing work.

Future work will require the design of a fully di↵erentiable system to substi-
tute the currently hand-tuned segmentation step. Recently, indeed, some authors
have proposed the use of recurrent networks to process the entire text sequen-
tially [6, 7]. While these methods still require the annotation of the entire text,
annotations can be noisy, and obtained results are generally higher than related
systems based on hidden Markov models.
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Abstract. Historical analogue audio documents are indissolubly linked
to their physical carriers on which they are recorded. Because of their
short life expectancy these documents have to be digitized. During this
process, the document may be altered with the result that the digital
copy is not reliable from the authenticity point of view. This happens
because digitization process is not completely automatized and some-
times it is influenced by human subjective choices. Artificial intelligence
can help operators to avoid errors, enhancing reliability and accuracy,
and becoming the base for quality control tools. Furthermore, this kind
of algorithms could be part of new instruments aiming to ease and to
enrich musicological studies.
This work focuses the attention on the equalization recognition problem
in the audio tape recording field. The results presented in this paper,
highlight that, using machine learning algorithms, is possible to recognize
the pre-emphasis equalization used to record an audio tape.

Keywords: audio tape equalization, automatic recognition of physical
carrier peculiarities, quality control tool for digitization process, artificial
intelligence for musicological analysis

1 Introduction

In the last years, the musicology research field has greatly expanded its orig-
inal scope by embracing new di↵erent research disciplines and methodologies
[1]. The potentialities of computer science applied to musicological studies were
clear several decades ago when the interdisciplinary domain of computational
musicology arose [2], and already in those ages the term artificial intelligence
was preponderant. In recent years, research in this field tries to exploit machine
learning algorithms in order to obtain meaningful musical concepts and develop
models with which to make predictions. Usually these analysis is based on mu-
sical features obtained from audio, text or notated score [1].



Unlike born-digital audio files, historical analogue audio documents are in-
dissolubly linked to their physical carriers, on which they are recorded, and to
the related audio player (gramophone, tape recorder/player), strongly defining
the listening experience [3]. In some case, the peculiarities of the carrier heavily
influence musical works and they must be considered during the musicological
analysis. However the common analysis, previously described, mainly investigate
on musical contents of digital file without considering aspects related to physical
carrier.

Nevertheless, scholars can only works on digitized copies of the audio doc-
uments because usually original carriers and related playback devices are not
available or even missing. Furthermore, these two elements have a short life time
expectancy, because of physical degradation and obsolescence, and the only way
to maintain the information is to transfer data onto new media and to create a
digital preservation copy (active preservation) [4].

Unfortunately, during this process, the history of the document may be dis-
torted and the documentary unit can be broken with the result that the digital
copy is not reliable from the authenticity point of view [5]. It usually happens
since the process is not completely automatized and sometimes it is influenced by
human subjective choices. In this case, artificial intelligence can help operators
to avoid errors, enhancing reliability and accuracy of the process. Starting from
the analysis of digital copies, AI can discover peculiarities related to the carrier
and decide necessary actions to be performed by operators. These kinds of algo-
rithms could be also the base for quality control systems applied to digitization
process.

Despite of these problems, the creation of a digital copy can be considered as
an opportunity to improve the quality of the musicological analysis. For example,
an automatic tool could be useful to investigate the manipulation of the carrier
and allow to recreate its history when some information is missing. A step in
this direction was done in [5] analyzing video recordings of the tape in order
to discover particular elements of the tape itself during the digitization process.
On the contrary, in this paper, a study on automatic tools for audio signal
analysis is presented, using audio tape recordings as case study. In the Section
2, the peculiarities of this kind of historical audio documents and a first problem
to resolve in order to safeguard the authenticity of the preservation copy is
described. In the Section 3, the experiment based on most common machine
learning techniques is summerised. The results and further developments opened
by this work are discussed in Section 4 and 5.

2 Case study: audio tape recordings

Magnetic tape for audio recordings was invented by German Fritz Pfleumer
in 1928. Reel-to-reel audio tape recordings rapidly became the main recording
format used by professional recording studio until the late 1980s and, for this
reason, numerous sound archives preserve large number of audio tapes.
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As for every type of analogue carrier, the magnetic tape is also subjected
by physical degradation, that can be slowed down but not arrested. So, the
digitization process is necessary to prevent that the document reach a level of
degradation from which the information is no more accessible [5]. This recording
technology is the perfect case study because the constraints imposed by its me-
chanical and physical limits could be used itself to create music. A clear example
is tape music, where the composer becomes also the luthier and the performer of
the product recorded on the tape, that can be considered an unicum [3]. Further-
more, the magnetic tape is strictly linked to its playback device: the reel-to-reel
tape recorder. Before pressing the play button, the machine has to be configured
to correctly playback the recordings on the tape and any error implies an audio
alteration and the loss of the preservation copy authenticity.

The main two parameters to be configured are reel replay speed and equal-
ization. In this work, only 15 ips (38.1 cm/s) and 7.5 ips (19.05 cm/s) reel replay
speed have been considered since they are the most commonly used standards
for audio tape.

As far as equalization parameter concerns, during the recording process, the
source signal is modified applying an equalization that alter the frequency re-
sponse (application of a pre-emphasis curve) in order to maximize the SNR of
the recorded signal [6]. This alteration has to be compensated during the read-
ing of the tape with a juxtaposition of an inverse curve (post-emphasis curve) in
order to obtain the original audio signal. The main standards adopted are CCIR
also referred as IEC1 [7], mostly used in Europe and NAB, alternatively called
IEC2 [8], mostly adopted in USA. It is important to underline that curves of the
same standard can be di↵erent according to the reel speed. For example, the cut
o↵ frequency of the filter in CCIR di↵ers from 7.5 ips to 15 ips.

Often, speed and equalization standards are not indicated in the carriers. As
reported in [9], sometimes any lack of documentation may require the operator to
make decisions aurally. The experiment in [10] shows how this task is error-prone.
To avoid subjectivity and therefore errors, that can damage the correctness of
the preservation copy, the authors proposal is to create a software tool able to
discern the correct equalization. This solution is useful not only to aid operators
in the digitization process, but can be useful also for musicologists: if they study
a digitized copy of unknown provenance they can prove the correctness of the
digitization and, if necessary, compensate the error.

3 Equalization recognition

This work wants to prove that machine learning algorithms are able to recognize
equalizations using features extracted from small samples of a digitized tape.
The experiment is based on four datasets developed in laboratory. They are
composed by samples that cover all the combinations of right and wrong chain
of filters that can occur while audio tapes are digitized (Tab.1). The samples are
characterized by two speeds: 7.5 and 15 ips. For each of the two speeds, white
noise has been recorded on half of the samples, while the remaining have been
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Table 1. Characterization of the four dataset used in the experiment regarding audio
content and recording/reeding speed

Recording/Speed 7.5 ips 15 ips
Silence dataset A dataset C
White noise dataset B dataset D

recorded with a silence track (silence were recorded on the virgin tape and then
acquired). Every dataset contains four type of samples made alternating CCIR
and NAB equalization in pre- and post-emphases. The four resulting pairs are
CCIR-CCIR (CC), NAB-NAB (NN), CCIR-NAB (CN) and NAB-CCIR (NC).
In other words, the first two pairs have the correct juxtaposition of the recording
equalization with the writing one, while the other pair is reading the tape with
an uncorrected equalization. In this analysis, combination between the two speed
has not been taken into account (i.e., NAB at 7.5 ips with CCIR at 15 ips ). The
samples have been obtained using always the same machine and recorded onto
two virgin tapes. Every dataset is composed by 1200 samples with a duration of
one second: 300 samples for each categories. With the Matlab tool Mirtoolbox
(Music Information Retrieval Toolbox [11]), 13 Mel-Frequency Cepstral Coef-
ficients (MFCCs) has been extracted. These features, originally developed for
speech-recognition systems, have given good performance for a variety of audio
classifications [12] and they allow a low computational cost and a fast train-
ing. For these reasons, the vectors of 13 coe�cients have been chosen for the
machine learning algorithms. The objective is to evaluate if these algorithms
are able to discern automatically the samples and to group them in di↵erent
clusters/classes.

The experiment is divided in two steps: cluster analysis and classification.
The first step exploits the two main methods of cluster analysis (unsupervised
learning): hierarchical clustering and K-means clustering. In the first method,
di↵erent distance measures (i.e. euclidean, chebychev, cosine, etc.) and linkage
methods (i.e. average, single, etc.) have been used (with the constraint of maxi-
mum four clusters) while, in the second, the parameters were distance measures
and number of clusters (cluster from 2 to 4). The number of di↵erent combi-
nations for the first method is 188 (47 x 4), whereas for the second is 48 (12 x
4).

The second step exploits three of the most common techniques of supervised
learning: Decision Tree, K-Nearest Neighbors, Support Vector Machine (SVM).
Concerning the first technique, three presets of classifier have been used and they
mainly di↵er for the maximum number of splits: Simple Tree (maximum 4 splits),
Medium Tree (maximum 20 splits) and Complex Tree (maximum 100 splits). The
SVM has been used in five variants which di↵er for the kernel function: Linear,
Quadratic, Cubic, Fine and Gaussian. The Nearest Neighbors classifier has been
tested in six variants which di↵er for number of neighbors and distance metric:
Fine, Medium, Coarse, Cosine, Cubic and Weighted. K-Fold Cross-Validation
(with k = 4) is the model validation technique used for the experiment. Every
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dataset has been divided in a training set with the 75% of the cepstral coe�cients
vectors available and a test set with the other 25% of the samples and each group
of test are analyzed with the twelve classifiers described above.

4 Results

4.1 Clustering results

The preliminary results are obtained from the clustering analysis and are the
following:

– in the case of white noise recordings, dataset B and D, is possible to highlight
a first cluster containing the samples generated with the right chain of filters
(NN, CC), a second containing one of the wrong juxtaposition of filters (NC)
and a third with the other wrong juxtaposition;

– in the case of silence tracks, is possible to identify a cluster describing samples
with NAB post-emphases filter and another describing samples with CCIR
post-emphases filter.

Most of the di↵erent combinations of distances and linkage methods of Hierarchi-
cal clustering are able to discern white noise samples. Tab.2 presents an example
of good result obtained with Hierarchical clustering. In general, K-means does
not work for this kind of samples, excepting for the algorithm that use distance
emph cityblock that is able to discern the three clusters. Vice versa, the opposite
trend can be observed for silence samples, where K-Means algorithms achieved
good results using most of the distances, while Hierarchical is able to divide sam-
ples in only few exceptions. An example could be observed in Tab.3. One further
observation to point out is that there are few di↵erences between the clustering
obtained from 7.5 ips and 15 ips samples. In general, this result was expected,
since the only di↵erences are in the cut-o↵ frequency in CCIR equalization (from
2kHz to 4kHz) and this should not compromise the analysis [7].

While the clusterings obtained from the white noise recordings were ex-
pected, the one obtained by the silence tracks can be explained with [13], where
Mallinson analysis found that the dominant noise source in modern tape recorders
is mostly originated from both the reproduce head and the recording medium
itself and not from the write head. Therefore, in the case of silence samples, the
background noise due to the write head is not powerful enough to be discerned
from the one generated from the reading one.

Table 2. Four clusters of white noise samples resulting from Hierarchical clustering
with Euclidean distance and centroid as linkage methods

Cluster Cluster 1 Cluster 2 Cluster 3 Cluster 4
Distance CC CN NC NN CC CN NC NN CC CN NC NN CC CN NC NN
# samples 0 0 2 0 0 0 298 0 0 300 0 0 300 0 0 300
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Table 3. Two clusters of silence samples resulting from K-Means clustering with
squared Euclidean distance

Cluster Cluster 1 Cluster 2
distance CC CN NC NN CC CN NC NN
# samples 8 300 8 299 292 0 292 1

4.2 Classification results

In this experiment, the K-Fold Cross Validation is used to evaluate the capability
of the model to divide the dataset in:

1. correct equalization and wrong equalization;
2. correct equalization, CN, NC;
3. all four pairs of pre- and post-emphases juxtaposition;
4. post-emphases curves.

The last group of test has been added considering the results of the first step. In
fact, the objective of this work is to detect the pre-emphases curve but the results
obtained in the first step highlight the possibility to detect the post-emphases
equalization for the silence track. The results of classification confirm the one
of clustering analysis: the noisy datasets allow to detect the correct equalization
and discriminate between the two wrong chain of filters, whereas the silence
dataset is useful to detect only the post-emphases curve. Even in this case there
are no di↵erences between 7.5 ips and 15 ips.

To be more precise, in the first two groups of tests, the indexes of performance
of the classification are 1 or very close to that for white noise samples. In both
the datasets, the best classification is obtained with the Decision Tree classifiers
(simpleTree, mediumTree, complexTree) where the indexes of Accuracy, Recall,
Specificity are exactly 1.

In the third group, for 15 ips samples the results show indexes are equal or
near to one for CN and NC, but not for CC and NN classes. In other words,
the classifiers correctly recognize the wrong equalization pairs but have some
di�culties to discern the correct pairs (CC, NN), confirming the results obtained
with clustering analysis. For 7.5 ips, an unexpected result arise with cubicSVM
on white noise samples dataset: the indexes are 1 for CN and NC classes and
tend to the same value for the CC and NN classes. In other words, the classifier
is able to recognize all the four type of samples. More details are shown in Tab.4
, where the Accuracy of the classification is 0.97. This result could be explained
by non ideal analogue filters or small misalignment in the calibration procedure.

In the last group, the best results are obtained with cubicSVM on the silence
samples dataset. As expected from the clustering analysis the silence samples
allow to precisely detect the post-emphases equalization. As in the first two
group of test the indexes of Accuracy, Recall, Specificity are exactly 1.

22



Table 4. Indexes of the classification with the four combination of filters on white
noise samples using cubic SVM. The accuracy of this test is 0.97

filtersChain Recall Specificity Precision
CC 0.907 0.996 0.986
NC 1 1 1
CN 1 1 1
NN 0.987 0.969 0.926

5 Conclusions and future works

This paper highlights the main problems concerned the physical carriers of ana-
logue audio documents during the digitization process and the musicological
analysis. The strictly link between carrier and content defines the listening ex-
perience, therefore it is important to preserve it in the digital copy. The creation
of a correct preservation copy require firstly the certainty of the correct configu-
ration of the reply machine. This step is not easy to accomplish due to di↵erent
standards used for tape recorders. In this case, AI tools can simplify the work of
operators, helping them in some decisions that must be taken during the digiti-
zation process and becoming the base of quality control systems. Furthermore,
they could be part of new instruments aiming to ease and to enrich musicological
studies.

The results of the preliminary study presented in this paper, highlight that,
using machine learning algorithms, is possible to recognize the pre-emphasis
equalizations used to record the tapes. This allows to use the correct inverse
equalization during the digitization process, balancing the recording equalization
and obtaining the original sound.

This encouraging result, obtained from recordings of white noise and silence
tracks recorded in laboratory, open the way to further experiments with “real”
datasets with samples extracted directly from historical audio recordings. The
data collected from this new dataset could be used to compare the results ob-
tained with the ones from [10], to have a comparison between human and arti-
ficial classification. In addition, a further work could be the study of additional
features to increase the performance of the AI algorithms with more informa-
tion on the spectral behaviors. This is only a small step toward the development
of AI tools for quality control and musicological analysis of digitized analogue
recordings, but can surely considered a not negligible first step.
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Abstract. We present a design exercise based on a previously presented
theory to use digital games as part of museum experience. We show how,
starting from exhibit analysis, game elements can be designed to promote
museum contents and inform guiding systems about users interests and
knowledge about the contents. Visiting and summarisation technologies
can take advantage of this approach to maximise their impact on museum
visitors. The methodology exemplified here will support future work to
investigate on the field the basic elements described by the theory.

Keywords: Game design, museum promotion

1 Introduction

Interactive technology is generally considered to be a powerful cultural amplifier

[3]. Its design, however, requires careful planning as it does not simply support
learning processes but effectively alters the way these happen when compared
to traditional means [5]. Also, the use of different technologies can influence
specific characteristics of social learning. While interactive technology is indeed
a powerful support for learning, motivating people to access cultural contents
cannot be entirely delegated to the use of new electronic artefacts as the novelty
effect alone quickly decays, as it has been demonstrated, for example, for social
robots [4]. While being underestimated in the past, the use of games for cultural
transfer has received an increasingly amount of interest in recent times. While
the value of serious games for learning appears to be confirmed, the same cannot
be said about their endogenous value: outside the learning environment, a serious
game, being explicitly not designed to entertain, is less likely to be spontaneously
approached. Results presented in [6] show that a serious game may be perceived
as fun without being reported by the users as likely to be played in the free
time. In the case of cultural heritage, this is a relevant aspect as the final goal,
in supporting cultural heritage, is to stimulate people to spontaneously access it.
People who have discovered identity-related motivations actually decide to spend
their free time in the museum [2]. An emotional experience, built through the use
of playful games, has the potential to create motivation to visit museums through



narrative and game experiences that, if successful, become part of a players’
imagination. This work simulates the application of the theory presented in [7,8]
to design museum-centric entertainment systems (MES), advocating for a game
experience can be used to inform on-site intelligent systems about the visitor
interests and in-game experience. Our method has the important advantage of
integrating this possibility at design time.

2 Case study

In order to demonstrate the experience design process we are formalising, we
will show how the basic principles presented in our previous work were used to
obtain the pitch for a digital game to promote the Ma’agan Mikhael Ship exhibit
at the Hecht museum in Haifa. The presented example was produced during the
joint Italian-Israeli workshop on the Application of Novel Technology in Cultural
Heritage held at the University of Haifa in December 2016 1. A MES experience
design can be entirely supported by existing tools for narrative development. This
is an important aspect as, other than offering specialised design tools, this kind of
software usually includes testing tools to help identify narrative inconsistencies
and test playability that can be used to verify the consistency of the designed
experience. To produce this example, we used Articy Draft 22.

2.1 Exhibit analysis

To start designing the game for the Promoting phase, we first identify the main
theme of the game by selecting an exhibit to build the narrative around. In
the Hecht museum, the main attraction is the Ma’agan Mikhael Ship so we
concentrated on it. Known facts about the ship are selected among those that
highlight the most important aspects of the exhibit:

– The ship sunk a short time after its launch (perhaps in its maiden voyage);
– The construction method of the boat is Cypriot and maybe related to the

city of Dor (close to the sinking site;
– The ship is dated 5th century BC and is made of Aleppo pine. Only the

tenons and the false keel are made of oak;
– The cargo of the ship included mostly stones for chiseling but also boxes in

the shape of a heart, or leaf;
– Of particular interest was a set woodworking tools, as it testifies about the

ship’s construction methods;
– Other cargo seem to come from Cyprus but also from Greece: the chiseling

stones are from an area near Athens. Remnants of food appear to originate
from southern Turkey;

1 http://www.cri.haifa.ac.il/index.php/crievents/2016/443-the-application-of-novel-
technology-in-cultural-heritage

2 https://www.nevigo.com/en/articydraft/overview/
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– The anchor is an important object as it testifies the use of one armed anchors
in the ship’s age. The anchor is made of oak and has an almost completely
corroded copper tooth;

– The food remains on the ship suggest that it sunk in summer;
– Relationship to Cyprus in the age of the Ionian rising may be used to create

context. Cyprus contributed the Persian fleet invading Greece with 150 ships.

Facts cannot be altered by the narrative. Blank spots, on the other hand
are useful to identify the missing pieces of information that can be filled by a
narrative. In our case, these were the ones we considered:

– It is not known why the ship sunk;
– It is unknown if the ship had a name: the corroded anchor tooth may repre-

sent an opportunity;
– The route followed by the ship is not known but its cargo may be used to

justify a hypothetical trip;
– Nothing is known about the ship’s crew.

2.2 The game

Starting from this brief historical research, the pitch for a digital game can be
produced. The general setup of the game was chosen to be seafaring on a re-
production of the ship. Being set in the age of Persian dominion over Cyprus,
the selected theme of the game was the rebellious stance of conquered Cypri-
ots during the Ionian risings. These led to the creation of independent reigns
that were quickly recaptured by the retaliating Persians. To describe the game
we define it in terms of gameplay, characters and narrative design. Concerning
gameplay, reusing known mechanics from other games helps people who are used
to playing games recognise the controls and get into the gaming experience more
quickly. In our case, we want to have a strong focus on characters psychology
and motivation to be able to depict rebellious Cypriots captivated by the Io-
nian risings. RPG mechanics like dialogue trees, inter-character dynamics and
branching stories are therefore a straightforward choice to create the context
and present it from different angles. The information collected while interacting
with the characters can be tracked to adapt the visit. To put the ship under
the spotlight, it is selected to be an explorable environment by itself and a safe

haven in which to develop the relationship among the characters. The safe haven

offers different chances to create emotional memories: it is usually inside it that
important exposition through character development takes place, as the rela-
tionship between the PC and the companion NPCs deepens. Violating the safe
haven is also a powerful strategy to create emotional memories: it is common to
have enemies attack and even destroy the safe haven by surprise after the player
has had time to associate it with a sense of peace and slowing down from the
more action-packed moments. In our case, we chose to use the Ma’agan Mikhael
ship as a safe haven to create a sense of attachment and affection towards it by
the player. To do this, we first assign it a name to indicate that it is no common
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ship: given the chosen theme, we chose to name the ship Eleujer–a (Freedom).
We take advantage of the corroded copper tooth of the anchor to hypothesise
that the name was engraved onto it. To better define the ship, we make it a very
fast one that can outrun Persian vessels. Since it is known that the ship sunk
early in its life, the safe haven violation strategy can be used to create emotional
memories and to introduce a surprise: a ship as fast as the Eleujer–a appears
later in the game and, in the end, sinks it. This can also be used to expose an
important narrative step and develop one of the main characters.

On the side of characters, we design a conflict relationship between the Play-
ing Character (PC) and a main Non-Playing Character (NPC) to build the
driving force of the narrative. The NPC is named Ofer and he is used to convey
the Cypriot situation during the Ionian risings. Since the woodworking tools
found on the ship are an object of interest, we highlight them by assigning them
to Ofer and making them his tools. This helps build the character and gives the
chance to discuss the tools during dialogue, assigning them an emotional value
as a reflection of Ofer’s affection. Ofer motives are also the driver of the nar-
rative: his personal history is used to motivate most of the story advancement.
Ofer grows in coming to put other people lives before his hate for the Persians
to provide emotional feedback. He develops while revealing his backstory, which
is designed to be strictly linked to the historical events of the ship’s age and
to objects of interest for the exhibit. The character object representing Ofer is
shown in Figure 1. The PC is named Ami after the diver who found the ship in
order to have a fun fact and stimulate discussion during summarisation. He is
the young son of a merchant and desperately wants to command his own ship.
Ami’s desires clash with Ofer’s charisma as the crew members still consider him
as the leading person on board. Building and resolving this conflict represents
the main drive for emotional moments to emerge. A character detail we can use
to characterise Ami and deliver information relative to the ship’s material is to
have him like retsina wine: amphorae containing this particular kind of wine were
sealed with resin from Aleppo pines, the same used to build the ship, and have
a peculiar smell. As the Eleujer–a is meant to be a newly built ship, a reference
to the smell of its wood helps extend the sensory experience, build curiosity and
prepare the way for later discussion. The woodworking tools, linked to Ofer, are
located with him on the bridge of the Eleujer–a. Location objects are used to
describe areas and objects found in those areas. The safe haven, in our example,
contains the main characters and the woodworking tools, as shown in Figure 2.

Concerning narrative, while RPGs are characterised by branching stories and
quests, to keep this example simple we adopted a pearl string approach. The
events sequence is linear and branching is limited to the dialogue trees but this
can evolve in any narrative structure that support the concept of critical path: a
main plot on which the designer has more control and a series of smaller subplots
to create the illusion of freedom. The narrative designed for the Ma’agan Mikhael
ship is divided into the following chapters:
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Fig. 1. Character objects are used to keep track of the role NPCs have in the game.
Their motivation, looks, statistics can be summarised through the available environ-
ments. In this case, The description of Ofer is linked to the woodworking tools object.

Fig. 2. Location objects represent objects locations. On the bridge of the Eleujer–a,
Ami and Ofer with his woodworking tools are found.

1. It is a hot summer in Dòr, when a brand new ship arrives, led by Ofer. Ami
convinces his father to appoint him as captain for a mission of bringing riches
to the rebel kingdom of Salamis, promising to obtain deals with Cyprus;

2. during the travel, Ami gets to know Ofer and his motives. He becomes jealous
of the crew’s loyalty to the carpenter;

3. upon arrival at Salamis, the kingdom is attacked by the retaliating Persians.
The Eleujer–a is forced to flee;

4. the Persians know about the mission of the Eleujer–a and start hunting for
ship. Ami and Ofer travel to Greece to avoid being captured and buy mer-
chandise to bring back to Dor, so they can disguise themselves as merchants;

5. in the city of Euboia, Ami and Ofer sell their precious cargo in order to
acquire goods that will help support another rising in Cyprus;

6. Ami wants to show to the crew that he can act as captain and imposes a
stop in Bodrum. There, Ofer is recognised by the Persian officer who forced
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him to help building the Cypriot ships for the invasion. The Eleujer–a sails
away, confident its superior speed;

7. as they approach Dor, they are caught on by the Persian officer, who is
commanding one of the ships built by Ofer that survived the Greece invasion.
The ship is as fast as the Eleujer–a and its crew more experienced. The
Eleujer–a is sunk just before the coast of Ma’agan Michael. Before being
killed, Ofer saves Ami by throwing him offboard.

The narrative structure is meant to deliver information while leaving infor-
mation gaps on the background. Also, some informative content is covertly put
into the story to be revealed during visit and summarisation. Chapter 1, for
example, depicts the setting of a hot summer: this is historically motivated and
the reasoning behind it can be capitalised during summarisation. Chapter 2 and
all the situations in which Ami and Ofer can interact depict the Cypriot point of
view towards the Persian dominion. It also creates the conflict between the two
main characters that is intended to drive the rest of the story. Information gaps
are opened as the Ionian risings are quelled and references to the failed invasion
of Greece are mentioned during character development dialogues. Also, the his-
torical value of the ship’s cargo is not reported in the game although having the
player interact with the cargo is part of the story. The narrative is also meant to
justify the hypothetical route followed by the Eleujer–a during its voyage. The
route itself, being hypothesised on the basis of the ship’s cargo, can be used to
explain, during the visit, why it is important to study such remains. Through the
use of maps connected to the different chapters, the hypothetical route can help
players familiarise with the geographical setting and with seafaring problems in
the depicted age to connect geography to the narrative.

2.3 The website

Websites to advertise cultural heritage experiences tend to focus on the objects
found in the exhibits. Ironically, this is not an effective strategy to stimulate
commitment towards the visit. [2, p. 176] highlights that “[. . . ] many museums
build their websites around what they think it’s important rather than framing
the site around what the visitors might feel it’s important”. Past research demon-
strated that it is more likely that people choose to visit a museum because they
perceive it as a place to satisfy the identity-related need of social connection and
feeling of affiliation [1]. Designing a section of the website dedicated to the game
allows the designer to advertise the experience players will have with a museum
visit by showing objects of interest in the game context. Pictures of fictional
characters associated to such objects with real people involved the picture are a
powerful communicative instrument to symbolise the transition from the game
environment to the real setting of the museum. In our case, associating images
of Ofer near the glass protecting the woodworking tools or of Ami looking at the
remains of the ship would be possible strategies to deliver the intended message.
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Fig. 3. Location objects can be used to represent real venues, too. Linking the visit to
data collected during gaming experience is possible through the use of pointers. Beacon
areas are represented with trigger volumes and connect to object descriptions.

2.4 The visit

When on site, echoes of the gaming experience are used to evoke context through
emotional memories. Location objects, in this phase, are used to describe the
exhibit and the events that are linked to the game. Figure 3 shows the room
in the Hecht museum where the Ma’agan Mikhael ship is found. From a design
point of view, the woodworking tools positioned in the Hecht museum are the
same ones presented during the story. Customised area trigger objects are used
to represent the area of activation for beacons connected with additional content
designed to support the human guide and enrich the visit. Woodworking tools
are also found in this particular location: as described earlier, the reference is to
the same object found on the bridge of the Eleujer–a to keep the design process
clear. As an example of additional contents to be presented in this setting, 3D
audio scenes can be played to describe the exhibit through the eyes of the game
characters, thus involving the voice actors recruited for the game to produce
the support material. This way, people who have played the game will recognise
the characters voices and evoke the game context through emotional memories
linked to them. People who did not play the game will simply listen to storytelling
content, as previously done in the literature. During the visit, information gaps
related to objects in the exhibit should be filled while the exhibit is presented.
Some occasions, cover the material of which the ship is built, which can be
emphasised by referencing to Ami liking the smell of Aleppo pine as it is close to
the one of retsina wine. Presentation of the woodworking tools can be supported
by referencing to Ofer’s abilities while describing their use. Description of the
cargo can be enriched by references to the route of the Eleujer–a.
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2.5 Summarising

In the MES framework, the effort spent in stimulating discussion during the
summarisation phase is supported by the process of revealing the interpretative
key given by the designer to the exhibit. Producing behind the scenes documen-
tary material allows visitors to strengthen the memory of the visit by getting
an insight into the topic of the exhibit through the creative process that led to
the game development. It is also an important step to make sure that fictional
content is clearly separated from the historical one. Discussion among people
can be stimulated in this phase by revealing fun facts and easter eggs and by
describing the role objects of interest had in shaping the playful experience. In
our case, presenting the design and production process of the game could make
use of fun facts like the reason why the PC was named Ami and the game being
set during the summer to provide discussion hints that are easy to remember
and may stimulate word-of-mouth, which is one of the main, if not the primary,
way for a museum to attract more people [2].

3 Conclusions

We have presented a design example showing the application of a theory for
game design aiming at using games to promote and support museums visits.
We have shown how, starting from the analysis of exhibits of interest, gameplay
and narrative design can be designed to prepare users and to inform intelligent
systems supporting the visit and summarisation phases. This technique will be
paired with formal characterisations of museum visitors, on an affective basis,
to support the development of the methodology. The approach is supported by
existing tools for game narrative design extended to the entire visit experience.
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Abstract. The use of mobile technologies and Augmented Reality are
necessary in all modern museum applications in which is required an
active participation of the visitor. Many systems have been defined for
this aim, but each one o↵ers contents that has been strictly selected in
the design phase. In this work, we present a platform to define and make
programs that can be used for assisting a visitor by providing a particular
interaction chosen during the visit.
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1 Introduction

Experts and practitioners of museums, and generally those who work on cultural
heritage, make great e↵orts to improve the experiences of visitors in the cultural
spaces and the application of new technologies in such a domain is growing day
by day [1, 2]. The challenge in this area consist in/of o↵ering contents to a visitor
in a natural and attractive way taking into account the spatial context of the
visit, in relation to what the visitor is seeing; his interests and available time to
spend on the visit [3, 4].

In addition, the interaction based on speech and natural language process-
ing make the museum visit more attractive and improve the overall experience
quality [5]. Finally, to have an immersive and exhaustive interaction new inter-
faces have to be designed to fit within the museum environment and meet user
needs. Such interfaces have to be adaptable to various devices, such as mobile
or wearable devices, personal computer, etc.

In recent years, many systems of multimedia museum guides have been de-
fined to improve the dissemination of cultural heritage. They are of di↵erent
types, traditional audio guides presenting explanations only through audio, mo-
bile applications that show images and video in addition to audio [4, 6], and
systems that use Augmented Reality(AR) and/or Virtual Reality(VR) [7–9]. In



these systems, the type of information and its presentation is selected during the
design phase.

In this paper, we present a platform deploying various services for the devel-
oping of mobile systems for multimedia presentation of cultural content adopting
the visit with augmented knowledge paradigm [10]. The main aim is to propose
services for: loading information contents through an event formalism as refer-
ence, using temporal reasoning services; defining services allowing the under-
standing of users requests, submitting of the best answer and the composition
of multimedia response; for reproduction of the multimedia response.

This work is focused on presentations regarding cultural contents. The sys-
tem has been defined using ARToolkit1. ARToolKit is a software library for
building Augmented Reality (AR) systems that contains useful algorithms for
image recognition both based on markers and marker less.

2 Architecture

The system is designed to define and make services to assist a user during a
visit, but also, to assist the museum curator to facilitate the loading of new
information that will then be used by the virtual guide. Our attention in this
work is focused on the presentation of the information and not on its generation.

The realised system is implemented adopting a Microservice Architecture
[11]. We have chosen this architecture as it o↵ers high scalability and reliability
characteristics through fault tolerance mechanisms. Considering the real-time
nature of interaction systems, these features are crucial. The high degree of de-
coupling, obtained through event-based communications, and the high services
cohesion, allow us to implement customised load balancing and scalability mech-
anisms. Furthermore, a low impact evolution, through the introduction of new
services, duplication and/or modification of existing ones, is possible.

Fig. 1 shows the overall architecture of the system. The services deployed
are split with respect to the type of developer. So, there are services for the
museum curators allowing them to prepare and organise the multimedia that
will be used during the visit. An example of such an application built on these
services is described in [12]. There are services used to develop the interactive
guides which are useful for interaction in natural language. Some details of such
services are described in [13, 14]. Finally, there are common services.

Generally, the museum visit design takes a long time to be prepared, for the
definition of contents and presentation modes. Through these services, museum
curators can collect data and select the content that they want to convey to
visitors as well as defining a catalogue, although they may not also have specific
expertise about technologies and methodologies adopted. Also, the platform is
independent from a specific museum and it is easily adaptable and reusable in
di↵erent museums. In addition, other time is spent on the realisation of the inter-
active guide and related user’s interfaces. Each system has its own presentation
style defined at the developing time.

1 https://artoolkit.org/
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Fig. 1: System Microservices Architecture

3 Application for the Museum Curator

During the definition of an interactive guide, one of the main issue is related to
the selection and representation of information to be provided to visitors. Our
aim has been one to define an interface that allows a museum curator to load
texts and images related an artwork, and make sure that such information is
available for the interactive guide to enhance the experience of the visitors.

Fig. 2 shows a screen-shot of Hunter Events Interface (HEI)[12]. The main
aim of HEI is to have an environment that allows an user to annotate temporal
entities (in automatic and in assisted way), and to interpret such annotations.
These latter are useful for services used by the interface for managing the user
interaction in natural language. Details of HEI system is presented in [12].

4 Cultural Interactive Guide

The interactive guide, using services deployed by the the micro-services platform,
allows us to interact in natural language and receive multimedia response (audio,
images and video). A particular implementation in [13, 14] was presented. In this
section we report some description modules and the interface that are used to
visualise the multimedia response produced by dialogue system.

35



Fig. 2: HEI Annotation GUI

Basic functionalities required by such an application are: to recognise user’s
requests; to give the response to the user; and to detect the user position. Fig. 3
shows the main modules built in Android environment2. The “User Request
Module” is responsible for acquiring the user’s requests. These can be written
in natural language through the keyboard device - “Keyboard Listener” - or
through a speech recognition - “Speech Recognition Module” - using the An-
droid Speech Recogniser. “User Positioning” is the module for the localisation
of visitor’s position in the museum. This can be done through many approaches
using di↵erent sensors and technologies. Currently, we have implemented the
image recognition module (“Image Recognition”) based on the Open Source
software ARToolKit3. The realised framework can be extended easily adding
others way to locate the user, and so it is able to detect, in a non-exclusive
manner, the user’s position through modules that make use of Beacon, Global
Positioning System (GPS), Wireless Positioning System (WPS), Depth sensors
and so on. Finally, the multimedia responses generated by the dialog system, are
interpreted and reproduced through one of the “MMResp Player” modules. In
the next section we present how the guide plays the multimedia response.

4.1 MMResp Player

The task of MMResp consists of analysing the response of dialogue system and
visualises it. An example of multimedia response is shown in listing 1. It is rep-
resented in JSON format. Such a script contains references and execution times

2 Minimum API Level 15 (Android Ice Cream Sandwich - ver.4.0.3-4.0.4), Target API
Level 24 (Android Nougat - ver.7.0)

3 https://artoolkit.org/
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Fig. 3: Android Native Application modules

of media files (images and audio) that the module MMResp Player reproduces
on the user’s device.

Listing 1: json of multimedia response

1 { "images": [

2 { "regionId": "region1",

3 "timing": {"duration": 2290, "start": 0 },

4 "mediaUri": "http://smcm.isasi.cnr.it/SIMArt/media/giulio_cesare.JPG",

5 "mediaId": "1559",

6 "subimage": { "size": { "width": -1, "height": -1 },

7 "origin": { "x": 0, "y": 0 }

8 }

9 },

10 ...

11 ],

12 "audios": [

13 { "timing": { "duration": 39000, "start": 0 },

14 "mediaUri": "http://smcm.isasi.cnr.it/SIMArt/tts/contenuto-12.mp4",

15 "mediaId": "1491",

16 }

17 ]

18 }

The module reproduces the answers in three di↵erent way: audio only, when
the screen is locked (for example the device is put in a pocket); 2D mode when the
user watches the multimedia response without aiming the device at the artwork;
finally, in 3D mode when the artwork is framed by the device. Our attention was
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focused on 3D mode. Some systems statically position the extra information in
the space. So, one has found such information in the environment. Our idea
is to fix additional information in the museum space taking into account the
users point of view. We have based the 3D media projection on “useful/useless
areas” concepts (Fig. 4). When the system recognises an artwork captured by
the device camera, the screen area around the artwork is analysed. In this way
we can project the 3D multimedia responses on the best free space of the screen
without media overlapping the artwork. As shown in Fig. 4, after the device
captures the artwork and it is recognised, we detect the green areas that have
enough space to contain an image, video or 3D object.

Fig. 4: 3D projection - useful/useless areas

After the detection of an artwork, the screen is partitioned (all rectangles
shown in Fig. 4) by lengthening the extremities of the rectangle that contains
the recognised artwork. In the first step, all the areas that have a minimum size
are labelled as useful (1,2,4). Then, for each area not labelled, if it borders with
an Useful Area, then it becomes Useful (3,7). In the latter case, it can not be
used alone, but always combined with useful areas detected in the first step. The
remaining areas are useless (6,8,9).

5 An example of application

We have implemented an interactive guide based on the modules presented in
the previous sections. In this phase of the project, the aim is to evaluate the
system from a functional point of view and evaluate the communication among
all modules.
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Fig. 5 shows a presentation example of a multimedia response. The picture
is a self-portrait of Vincenzo Camuccini, and the extra information reported is
the painting “La morte di Virgina”. In the scene we can see that the image is
added to the best area fitting with the media object. In Fig. 5a, the media is
shown on left, while in Fig. 5b is shown on right and fits the perspective with
respect to the visitor’s point of view. The captured screen-shot shows the “3D”
switch button to enable or disable the 3-dimensional visualisation of multimedia
responses (the example of 2D is shown in Fig. 5c) and the “Speech” button to
start a natural language interaction.

(a) (b)

(c)

Fig. 5: Presentation of multimedia response

6 Conclusions and Future Work

In this work, we have presented a micro-service platform that deploys services
for preparing and organising information contents about cultural assets, and
defining interfaces for the interactive guides building where the interaction is
made through a mobile device. The next research steps will be: 1) to adapt
these services and evaluate their usability with respect to other typology devices,
such as smart-glasses; 2) to evaluate the satisfaction of the visitors and museum
curators with respect to the use of such applications.
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